Gene copy-number polymorphism in nature

Daniel R. Schrider and Matthew W. Hahn*

Department of Biology and School of Informatics and Computing, Indiana University, Bloomington, IN 47405, USA

Differences between individuals in the copy-number of whole genes have been found in every multicellular species examined thus far. Such differences result in unique complements of protein-coding genes in all individuals, and have been shown to underlie adaptive phenotypic differences. Here, we review the evidence for copy-number variants (CNVs), focusing on the methods used to detect them and the molecular mechanisms responsible for generating this type of variation. Although there are multiple technical and computational challenges inherent to these experimental methods, next-generation sequencing technologies are making such experiments accessible in any system with a sequenced genome. We further discuss the connection between copy-number variation within species and copy-number divergence between species, showing that these values are exactly what one would expect from similar comparisons of nucleotide polymorphism and divergence. We conclude by reviewing the growing body of evidence for natural selection on copy-number variants. While it appears that most genic CNVs—especially deletions—are quickly eliminated by selection, there are now multiple studies demonstrating a strong link between copy-number differences at specific genes and phenotypic differences in adaptive traits. We argue that a complete understanding of the molecular basis for adaptive natural selection necessarily includes the study of copy-number variation.

Keywords: duplication; copy-number variation; paralogue; natural selection; humans; Drosophila

1. INTRODUCTION

The sequencing of whole genomes has revealed large numbers of polymorphisms in every species examined. When either fully outbred individuals are sequenced (e.g. Mikkelsen et al. 2005) or multiple inbred lines from the same species are sequenced (e.g. Begun et al. 2007), millions of single-nucleotide polymorphisms (SNPs) and small insertion/deletion (indel) polymorphisms are found. Because of their ubiquity and the ease with which they are genotyped, these types of variation have been the focus of most population-level studies.

However, in recent years it has been revealed that copy-number variants—large regions of the genome that differ in copy number between individuals within a species owing to duplication or deletion events—are an important source of genetic variation. Indeed, copy-number variants (CNVs; sometimes also called ‘copy-number polymorphisms’ or CNPs) have been shown to be widespread in a variety of organisms, including humans (Sebat et al. 2004; Conrad et al. 2006; McCarroll et al. 2006; Redon et al. 2006), mice (Graubert et al. 2006; She et al. 2008), chimpanzees (Ferry et al. 2006, 2008), rhesus macaques (Lee et al. 2008), cows (Liu et al. 2010), dogs (Chen et al. 2009; Nicholas et al. 2009), chickens (Griffin et al. 2008), maize (Springer et al. 2009), Arabidopsis thaliana (Ossowski et al. 2008), fruitflies (Dopman & Hartl 2007; Emerson et al. 2008), Caenorhabditis elegans (Maydan et al. 2010) and Saccharomyces cerevisiae (Carreto et al. 2008). Though it is often harder to experimentally identify and genotype CNVs relative to SNPs and indels, many are big enough to encompass whole genes and are therefore more likely to affect organismal fitness.

The exact number of genic differences between individuals owing to CNVs is often a hard number to pin down; this is due to a number of factors, including the genomic resolution of individual experiments, whether the overlap with genes is partial or complete, and the fact that many studies report the total number of variants found and not the average number of pairwise differences between individuals. Owing to the biomedical focus of most studies, the best data on CNVs come from humans. These studies have revealed that a sizable proportion—0.2 per cent (six megabases)—of the human genome varies in copy number between two individuals (McCarroll et al. 2008). Earlier low-resolution studies vastly overestimated the size of CNVs and, therefore, had highly inflated estimates (as demonstrated in Kidd et al. 2008 and McCarroll et al. 2008). Considering only protein-coding genes, studies show that any two humans are likely to differ at CNVs completely encompassing approximately 105 genes (as calculated from the Yoruban samples in Conrad et al. 2010). Similar numbers of genic CNVs can be found in every species examined, with much larger counts if all CNVs that partially overlap genes are also counted (e.g. approx. 367 genes in humans based on unrelated Yoruban individuals in Conrad et al. 2010).

The importance of this result cannot be over-emphasized: any two individual genomes taken from...
nature, in any species, will have dozens to hundreds of differences in their total number of functional genes. Because CNVs are due to both duplications and deletions, these differences will be due to newly arising duplications in some genes and deletions in others. And these copy-number differences are not confined to large, multi-gene families or some other subset of genes thought to be unimportant for fitness—single-copy genes can be duplicated or deleted in any individual, though selection against such deletions is probably much stronger (see below). What is more, most estimates of polymorphism owing to CNVs were derived using methods that will fail to detect all gene copy-number polymorphisms. For example, there are many well-known examples of segregating pseudogenes, including the large number of polymorphic olfactory receptor pseudogenes found in humans (e.g. Menashe et al. 2003). Because the differences between functional and non-functional olfactory receptor pseudogenes found in humans is highly similar to that region relative to the reference genome. These methods are therefore aimed at detecting these localized differences in relative DNA content. The second category of methods (‘paired-end mapping’) does not detect the duplications and deletions directly, but instead detects length differences in the size of captured fragments from a sample relative to the reference genome. Fragments that appear too large must contain insertions or duplications, while those that are too small must contain deletions. Other methods, such as quantitative PCR and fluorescent in situ hybridization, can be used to verify CNVs but are not useful for the discovery process.

Methods focused on comparisons of relative DNA content (i.e. hybridization-based mapping) were first performed using microarrays (Sebat et al. 2004; Conrad et al. 2006; McCarroll et al. 2006; Redon et al. 2006). This method detects differences in copy number by allowing fluorescently labelled DNA from a sample individual to hybridize to an array designed from different regions of the genome. The first such methods used cDNA or BAC-based arrays, though custom oligonucleotide arrays that are designed to have probes covering as much of the genome as possible are now most commonly used. In either case, regions with elevated hybridization intensity are inferred to correspond to sequences with one or more highly similar duplicate copies present in the sample but absent in the reference—hereafter referred to as duplications relative to the reference genome (figure 1a). Similarly, regions with lower hybridization intensity correspond to sequences absent in the sample.

### Figure 1. Detecting duplications and deletions relative to a reference genome using hybridization intensities.

(a) When a region of the genome has one copy in the reference genome but two copies in the sample (black rectangles), DNA from both paralogues in the sample hybridize to probes corresponding to the only copy in the reference, resulting in a spike in hybridization intensity at these probes (illustrated by the elevated intensities directly below the copy in the reference). The location of the additional copy present in the sample genome is denoted with an arrow in the reference genome. (b) When a region of the genome has one copy in the reference genome (black rectangle) but no copies in the sample, hybridization intensity is significantly diminished at probes corresponding to the sequence missing from the sample.
individual but present in the reference genome, referred to as deletions relative to the reference genome (figure 1b). This method is useful for detecting deletions and duplications, and is the source of the vast majority of CNV data; reliable genotyping of homozygotes and heterozygotes for copy-number differences is also possible (e.g. McCarroll et al. 2008). A drawback of hybridization-based methods is that while they can detect regions of the reference genome that have a duplicate copy, this data cannot be used to determine where the duplicate copy resides in the genome (see §3). Finally, hybridization-based methods cannot detect CNVs lying in poorly assembled regions of the reference genome that cannot be probed, or highly repetitive CNVs such as transposable elements that may not be represented on the array. Depending on the emphasis on specificity versus sensitivity, the experimental platform used, and the length of CNVs, error rates when using this method can range from over 25 per cent to less than 1 per cent (Redon CNVs, error rates when using this method can range Depending on the emphasis on specificity versus sensitivity, the experimental platform used, and the length of CNVs, error rates when using this method can range from over 25 per cent to less than 1 per cent (Redon et al. 2006; Emerson et al. 2008; McC Carroll et al. 2008; Conrad et al. 2010).

With the advent of next-generation sequencing technologies (e.g. Illumina or SOLiD), CNVs are now detectable in genome resequencing projects by finding regions with unusually high or low read depth. This method is analogous to array-based hybridization methods and is characterized by many of the same advantages and drawbacks. The use of sequence-capture arrays (e.g. Burbano et al. 2010) even allows targeted sequencing of specific genomic regions, which means that these technologies can also be used as genotyping platforms for CNVs.

The second, and often more experimentally challenging, method used to detect CNVs involves sequencing the paired ends of DNA fragments collected from an individual and then ‘mapping’ these end sequences to a reference genome using BLAST or some other fast alignment tool. While the methods for creating and collecting these fragments differ in important ways, the key idea is that the sequenced endpoints are a known, fixed distance apart in the sample. If the portion of the genome spanned by the two end sequences is larger than the expected size of the fragment, then the individual probably harbours a deletion relative to the reference (figure 2a). On the other hand, if the spanned portion of the genome is smaller than expected, then the individual is inferred to have a stretch of sequence at that locus that is absent in the reference genome (figure 2b). This extra sequence is likely to be a duplicated copy of DNA, though there are other possibilities (see below). Thus, unlike hybridization-based mapping, paired-end mapping detects the location of the sequence that is the result of the duplication (the ‘daughter’ locus), rather than just the location of the sequence that it is copied from (the ‘parent’ locus; figure 2b).

There are two main methods used for paired-end mapping, one using next-generation sequencing technologies and the other using fosmid or other clone-based technologies. Paired-end mapping using, for instance, Illumina sequencing relies on the fact that different libraries can be constructed with insert sizes ranging from 150 bp to 10 kb, with little variation in length within an insert-size class. The main advantage of this method is that millions of paired-end sequences can be generated in a single run, and CNVs are often supported by many independent pairs of reads. There are two significant disadvantages of next-generation paired-end methods. First, the insert size is quite limited, such that only small duplications will be contained in the end-sequenced DNA fragments. Second, there is no way to capture the inserted DNA and to sequence it; this means that the identity of the insert is not known, and therefore the ‘parental’ locus is also unknown. To get around both of these problems, fosmid-based methods capture much longer stretches of DNA in semi-permanent clone libraries maintained in bacterial cells (e.g. Tuzun et al. 2005). While fosmid methods are still somewhat limited in their insert sizes (up to approx. 40 kb), the insert can be sequenced and mapped to the reference genome, and therefore the identity and location of both the parent and daughter copies can be revealed. Clone-based methods are much more time-consuming in general, not least because the paired ends must be sequenced by the Sanger method. The error rate of paired-end methods has been measured at below 20 per cent (Tuzun et al. 2005), though, as with hybridization-based methods, this depends on thresholds that can be adjusted based on preferences for specificity versus sensitivity.

Both paired-end methods have advantages relative to hybridization-based methods. Differences in the distance and orientation of paired-end reads between the sample and the reference genome can also be used to detect larger duplications, inversions, transposable element insertions and other types of ‘structural variants’ invisible to hybridization-based methods (e.g. Korbel et al. 2007). In addition, deletions in the reference assembly—which cannot normally be detected using hybridization-based methods (see below)—can be found using paired-end
3. MUTATIONAL MECHANISMS OF DUPLICATION AND DELETION

There are a number of mutational mechanisms that will result in duplication and/or deletion of stretches of DNA: replication slippage, non-allelic homologous recombination (NAHR), non-homologous end joining (NHEJ) and retrotransposition. At least in humans, NAHR appears to be the most common mechanism generating CNVs, followed closely by NHEJ and replication slippage, and more distantly by retrotransposition (Kidd et al. 2008; Conrad et al. 2010). There may also be variation across the genome in the dominance of one mechanism versus the others (e.g. Cardoso-Moreira & Long 2010).

Replication slippage is perhaps the simplest mechanism by which CNVs are formed. Many smaller variants such as variable-number tandem repeats are caused by slippage, and it appears that occasional stretches greater than 5 kb in length can be added and subsequently subtracted by this mechanism (calculated from Conrad et al. 2010). The mechanism apparently responsible for the largest proportion of known CNVs is NAHR. NAHR occurs when previously duplicated sequences that are still highly similar to one another recombine; because non-allelic sequences have recombined, this process will result in both a duplication and a deletion when recombination occurs between homologous chromosomes or between sister chromatids, or only deletions when recombination occurs on the same chromatid (Turner et al. 2008a). The commonly cited mechanism of unequal crossing over is actually driven by NAHR between duplicated sequences located in close proximity. When new duplicates are formed, they themselves can become the substrate for additional mutations, thereby increasing the local mutation rate (though the magnitude of this increase is not clear). Thus, NAHR hotspot formation may be a runaway process (Eichler 2001). While duplication caused by NAHR requires highly similar sequences at the breakpoints of the mutation, a related recombination repair pathway, NHEJ, requires little or no sequence homology, and can result in both deletion and insertion of DNA into double-strand breaks (Hastings et al. 2009). Retrotransposition is another common mutational mechanism that, unlike NAHR and NHEJ, results only in new duplications. Retrotransposed duplicate genes result from the reverse-transcription of mRNA into cDNA, which is then inserted into a new genomic position. If methods used to look for differential hybridization are applied only to exonic sequences, these ‘retroCNVs’ are detectable (e.g. Conrad et al. 2010).

All of the mechanisms mentioned above can result in polymorphic duplications (though not all result in deletions). Many of these duplications are tandem, meaning the daughter copy is located very near to the parental copy. However, there is evidence to suggest that many of these CNVs can be dispersed duplications in which the two paralogues are located on different chromosomes or far apart on the same chromosome (Conrad et al. 2010; Schrider & Hahn 2010). This is not surprising, since a large proportion of fixed duplicates in humans—and a small but significant number in fruitflies—lie on different chromosomes (figure 3; Bailey et al. 2002; McGrath et al. 2009; Meisel et al. 2009), and these fixed dispersed duplicates probably arose as polymorphic dispersed duplicates. Since hybridization-based methods and next-generation paired-end methods generally locate only one parologue, it is possible that the other parologue is not located very close by—it may even lie on a different chromosome.

4. CNVs ARE DETECTED RELATIVE TO A REFERENCE GENOME

If one wishes to detect CNVs in a certain species, a reference genome for that species is required—all of the
hybridization-based experiments (and they often are not), then these CNVs will not be detected (figure 4b).

In total, expectations from a Wright–Fisher population suggest that approximately 25 per cent of all CNVs will not be detected by hybridization-based methods because the derived allele is present in the reference genome.

The inability to detect sequences not present in the reference genome, or to detect changes in copy number of sequences having more than one copy in the reference genome—at least using hybridization-based methods—leads to a pernicious ascertainment bias (Emerson et al. 2008): a larger fraction of high-frequency deletion and duplication alleles will be missed relative to low-frequency deletion and duplication alleles. For example, if a derived deletion allele reaches a population frequency of $p = 0.90$, there is a 90 per cent chance that the derived state will be present in the reference genome and therefore that it will go undetected; likewise, there is only a 10 per cent chance of missing a deletion allele at frequency 0.10. If a duplication allele reaches a population frequency of $p = 0.90$, there is also a 90 per cent chance that it is found in the reference genome and therefore that it could go undetected.

Summing over all CNVs that are deletions or duplications segregating in a population, these calculations imply that a survey using hybridization-based methods will miss 90 per cent of all alleles at frequency 0.90, 80 per cent at frequency 0.80, 70 per cent at 0.70, etc. (there is no bias for paired-end methods since both derived insertions and deletions can be detected). If we were to plot the allele frequency spectrum for deletion or duplication alleles without accounting for this bias, we would find a strong skew towards low-frequency alleles (electronic supplementary material, figure S2). Because methods for inferring natural selection often use the allele frequency spectrum (see below), it is important to correct for this bias. A straightforward way to correct for ascertainment bias is to divide the number of counts in each frequency bin by $1 - p$; this simple correction accounts for the proportion of derived alleles that are missed in the first place (electronic supplementary material, figure S2; cf. Emerson et al. 2008).

These arguments assume that the reference genome is constructed from a single haploid genome or a highly inbred individual, as is the case with Drosophila melanogaster. In cases where the reference genome is constructed from one or more outbred diploid individuals, expectations are more complicated (electronic supplementary material, figure S2). Regardless of the details of the correction, it is clear that many studies have failed to detect a large portion of common CNVs in humans and other organisms because of this bias.

5. COPY-NUMBER VARIATION RESULTS IN COPY-NUMBER DIVERGENCE

While the sheer number of polymorphic whole-gene duplications and deletions may at first seem surprising, this level of variation should have been predictable: there are thousands of very young duplicated genes found in every eukaryotic reference genome (e.g. Lynch & Conery 2000; Gu et al. 2002), and closely related species differ substantially in gene copy number (Demuth et al. 2006; Hahn et al. 2007a,b). Because
polymorphism is a *sine qua non* of evolutionary divergence, results from comparative genomics have always implied this level of within-species variation.

To demonstrate that CNVs are a phase of molecular evolution like any other polymorphism, it is useful to consider the expected amounts of variation and divergence in a particular species. In an idealized Wright–Fisher population at equilibrium, the amount of polymorphism is expected to be \(4N_e\mu\), where \(N_e\) is the effective population size and \(\mu\) is the neutral mutation rate. Comparing two species, the amount of divergence is expected to be \(2t\mu\), where \(t\) is the time since the most recent common ancestor of the species. Therefore, regardless of the type of mutation considered, the ratio of polymorphism to divergence is \(4N_e/2t\). There should also be a constant ratio between polymorphism and divergence even if the equilibrium assumptions do not hold.

Table 1 gives the values of coding polymorphism calculated for both SNPs and CNVs within humans, and divergence between humans and chimpanzees. Because the ratio of polymorphism to divergence appears to be quite similar for the two types of variation, these estimates suggest that CNVs fix at a rate comparable to SNPs. There are a number of things to be cautious of in this comparison, including the fact that it lumps multiple mutational mechanisms, as well as duplications and deletions, into one ‘CNV’ category; the problem of undetected CNVs owing to ascertainment biases; and the fact that values in each cell are based on different methodologies. The genomic instability associated with NAHR may also change the relationship between polymorphism and divergence, as has been observed previously (Newman *et al*. 2005). Nonetheless, the comparison at least provides quantitative support for previous estimates of interspecific divergence owing to gene gain and loss (e.g. Demuth *et al*. 2006).

### 6. EVIDENCE FOR NATURAL SELECTION ON CNVs

A number of studies have attempted to make inferences about the selective forces acting on different types of CNVs (e.g. duplications versus deletions) or even individual CNVs. Several of these studies have suggested that deletions tend to be under stronger purifying selection than duplications. This assertion is supported in part by the data presented in figure 5, where we use CNVs collected in Emerson *et al*. (2008) to show that there is a deficit of deletions in coding sequences relative to duplications, as well as a deficit of deletions in exons relative to introns. A deficit of genic deletions has also been observed in humans (Conrad *et al*. 2006, 2010; Redon *et al*. 2006). This implies that deletions in coding sequences are more deleterious than duplications of these sequences and are therefore more likely to be removed by purifying selection. Interestingly, Emerson *et al*. (2008) also found that duplications in *Drosophila* are very likely to be under purifying selection. This finding may be due primarily to strong purifying selection acting on duplications within but not wholly encompassing genes, as tandem duplications contained within genes would probably disrupt the coding sequence or impact splicing (Emerson *et al*. 2008). But even increases in the copy number of whole genes can be deleterious when CNVs contain dosage-sensitive genes (Schuster-Bockler *et al*. 2010), and CNVs occurring outside of coding regions can also cause gene expression changes (Stranger *et al*. 2007), which could result in selection against intergenic CNVs.

The frequency spectrum of alleles can also be used to infer that one type of polymorphism is under stronger selection than another. For example, non-synonymous SNPs are on average at lower frequencies than synonymous SNPs, implying that non-synonymous mutations are being kept at low frequency by stronger purifying selection (Eyre-Walker & Keightley 2007). An examination of the allele frequency spectra of CNVs in humans (Locke *et al*. 2006) concluded that deletions are on average confined to lower frequencies than are duplications. Provided the ascertainment bias against variants present in the reference genome has an equal effect on both duplications and deletions, these observations lend further support to the claim that deletions are under stronger purifying selection than duplications. The finding by Emerson *et al*. (2008) that duplications are under purifying selection was based on a comparison of allele frequencies of duplications and synonymous SNPs. Specifically, it was found that duplications were slightly but significantly skewed towards the lower frequency, even after correcting for ascertainment bias, indicating weak purifying selection. Similar lines of evidence have been used to suggest that selection is stronger against large CNVs (Itsara *et al*. 2009), presumably because they are more likely to affect functional DNA. These findings, taken together with the deficit of CNVs in coding

---

**Table 1. Human polymorphism and divergence for nucleotide and copy-number variation.** Nucleotide data are expressed per site and copy-number data are expressed per gene; divergence data are calculated from pairwise comparisons with chimpanzees.

<table>
<thead>
<tr>
<th>Polymorphism</th>
<th>Divergence</th>
</tr>
</thead>
<tbody>
<tr>
<td>Nucleotide</td>
<td>0.0009^a</td>
</tr>
<tr>
<td>Copy number</td>
<td>0.0038^c</td>
</tr>
</tbody>
</table>

*a*Stajich & Hahn (2005).


*c*Conrad *et al*. (2010).

regions, imply that strong natural selection quickly eliminates most copy-number changes of functional sequence—deletions in particular—with the observed variants that remain being slightly deleterious, neutral or advantageous.

Although CNVs as a whole may be under purifying selection, a growing number of studies have shown that individual CNVs and whole-gene families polymorphic in copy number are under positive selection. In order to detect cases of positive selection, recent studies have adapted methods previously used to detect selection on nucleotide changes. Tests based on the fact that selective sweeps will result in extended haplotype homozygosity (Sabeti et al. 2002; Voight et al. 2006) have been used to detect CNVs probably under recent positive selection (e.g. Conrad et al. 2010). A number of studies have detected candidate CNVs under selection by examining allele frequency differentiation between populations (Redon et al. 2006; Perry et al. 2007; Xue et al. 2008; Conrad et al. 2010) or by examining differentiation at the ends of a cline (Turner et al. 2008b). For example, Perry et al. (2007) found that the number of copies of the human salivary amylase gene, AMY1, is typically higher in populations with high-starch diets than in those with low-starch diets, and that this difference is probably due to adaptive natural selection. Another example comes from the human UGT2B17 gene, the enzyme product of which metabolizes steroids and foreign compounds, and has a polymorphic deletion that may be experiencing balancing selection in Europeans and positive selection in East Asians (Xue et al. 2008); the deletion allele has been associated with several phenotypes that are the possible targets of selection (Xue et al. 2008).

In addition to methods only considering within-species variation, several studies have attempted to use methods comparing polymorphism to divergence in order to detect selection on CNVs. The McDonald–Kreitman (MK) test (McDonald & Kreitman 1991) has been used to compare the ratio of polymorphism to divergence in copy-number variant genes of a particular function to the ratio of polymorphism to divergence of intergenic CNVs between humans and chimpanzees (Perry et al. 2008). Zhang (2007) used a similar variant of the MK test to compare the number of polymorphic and fixed functional OR genes with the numbers of OR pseudo-genes polymorphic and fixed between humans and chimpanzees. Though neither of these studies found statistical support to reject the null hypothesis, there are some important caveats when using the MK test and related methods (e.g. the HKA test; Hudson et al. 1987). These methods all assume that the neutral mutation rate does not change over time; this assumption probably does not hold for changes in copy number because each additional gene contributes independently to the overall probability of change in the number of copies.

One of the areas in which future studies of natural selection on CNVs may make the most impact is the implications such research has for the various models for the maintenance of gene duplicates (reviewed in Hahn 2009). Different models make explicit predictions about the role of adaptive natural selection in the maintenance of gene duplicates, and whether selection is acting on the duplicative mutation itself or on post-fixation nucleotide changes. The clearest examples may be in cases where there is selection for increased dosage of protein products (e.g. Amy1): selection requires no change in the underlying sequence and is simply acting to increase the total number of identical copies in an individual. Accumulating evidence for this form of selection—or for differences in protein function or gene expression for segregating duplicates—may move research on gene duplication from purely comparative to more mechanistic population-genetic studies.

7. CONCLUSIONS
It is now clear that individuals differ in the number of functional genes contained within their genomes. Although the technologies used to detect these differences can be computationally and technically challenging, they offer researchers a much richer view of molecular variation. As this variation has been found to underlie multiple adaptive phenotypes—and as new examples appear all the time—understanding the molecular basis for phenotypic differences will begin to require an accounting of all types of mutations, not just single-nucleotide differences.

We thank J. J. Emerson and A. Kern for very helpful discussions. The authors are supported by National Science Foundation grants DBI-0543586 and DBI-0845494.

REFERENCES
Carreto, L., Eiriz, M. F., Gomes, A. C., Pereira, P. M., Schuller, D. & Santos, M. A. S. 2008 Comparative genomics of wild type yeast strains unveils important genome diversity. BMC Genomics 9, 17.

Proc. R. Soc. B


